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“Computer power is transforming the sciences, giving scientists tools as important to
current research as the microscope and telescope were to earlier scientists.”
– New York Times, “Digging Deeper, Seeing Farther: Supercomputers Alter Science,” April 25, 2011

COLLABORATORS
Left to right: Werner Benger, Isaac A. Ayyala,
and Neha Manya, LSU Center for Computation
& Technology; Dubravko Justic and Lixia Wang,
LSU Department of Oceanography & Coastal
Sciences.

ON THE COVER
In April of 2010, in the Gulf of
Mexico, an ultra-deep subsea
oil well gushed out of control,
destroying the offshore oil rig that
drilled it and eventually becoming
the world’s largest marine oil spill.
The aftermath of the Deepwater
Horizon revealed how little we
know about the complex patterns
of oil slick movement along the

Mississippi River deltaic coast, leaving
responders scrambling to figure
out where and when the oil would
come ashore. To help improve the
response to future oil spills, scientists
at Louisiana State University (LSU)
are studying the Deepwater Horizon
incident using computer simulations
and visualizations. One team, led by
Werner Benger, of the LSU Center

for Computation & Technology, and
Dubravko Justic, a professor in the
LSU Department of Oceanography
& Coastal Sciences, is studying the
Barataria Bay, a complex estuary
south of New Orleans. This snapshot
of their work shows the simulated
movement of surface oil slicks. Oil
particles originating in the open waters
close to the Gulf’s coastline flow into

the estuary and back into the open
water with the tides. Particles swirl
around with the tidal flow; some are
captured at the coastline, while others
are eventually dragged back out to
sea. Oil particles’ trajectories, depicted
as ribbons, start out in dark red, then
brighten up to light red, fading into
orange, yellow, and finally white at the
end of their lifetimes. Developed as

part of a larger effort to improve the
state of Louisiana’s oil spill prediction
system, these studies were supported
by grants from the BP Gulf of Mexico
Research Initiative through funding
to LSU and the Coastal Waters
Consortium.

ABOUT CASC
The Coalition for Academic
Scientific Computation is an
alliance of America’s most
forward-thinking research
universities, national laboratories,
and computing centers. We are
dedicated to driving discovery,
invention, and progress through
the century’s most transformational
technology: computing.
Computing power, networks
and the increasing sophistication

of algorithms and software have
permeated every aspect of our
lives, changing them forever. In
the digital world we inhabit, it’s
no surprise that these are also the
driving forces behind discovery.
It’s become routine for groups of
researchers to collaborate on big,
international experiments, sharing
data across national borders, and
generating results by crunching
through enormous data sets.
That’s how the long-sought Higgs

boson (or “God particle”) was
found in the outpouring of digital
data from the Large Hadron
Collider. It’s also how scientists
recently discovered the universe
is older (and darker) than we had
thought, using Planck telescope
data.
Promising molecules for new
drugs and advanced materials are
discovered and simulated in silico,
giving us an atom-by-atom view
of what makes them work. Jets,

power plants, solar cells, nuclear
reactors, and high-efficiency wind
turbines couldn’t be designed,
modeled, or improved without
complex algorithms and highperformance computation. Climate
science and weather forecasting
wouldn’t exist without it. In fact,
computing is now so integral to
science that some Nobel Prize
winning research simply couldn’t
have happened without it.

While united in purpose, CASC
member-institutions serve missions
that span this broad spectrum
of research and development.
The highlights collected in this
publication offer a glimpse into the
broad range and impact of their
activities.
To find out more about CASC, or
learn how to join, please visit us on
the web at http://casc.org

REACTOR MODEL FOR
SAFER NUCLEAR ENERGY
More than 100 nuclear reactors across
the U.S. supply nearly 20 percent of the
nation’s electricity. These proven sources
of power represent billions of dollars in
investment and will operate for years to
come. That’s why a national consortium
of researchers is creating VERA (Virtual
Environment for Reactor Applications),
which simulates the inner workings of
a typical pressurized water reactor in
high fidelity. VERA recently passed an

important test when it accurately modeled
the start up of a real reactor near the Oak
Ridge National Laboratory, headquarters
for the consortium. VERA could help
plants reduce waste, boost power output,
and increase plant longevity by offering a
clearer view into reactors.

SILENCE IS GOLDEN
Researchers at Stanford University and
Sandia National Laboratory have teamed
up with General Electric to model quieter,
more productive wind turbine blades.
The researchers modeled the turbulent
flow of air around a theoretical rotor
blade to help GE engineers isolate factors
that contribute to noise. A one-decibel

quieter rotor design would yield a
2 percent bump in annual energy yield
per turbine, the researchers predict.
Over five years, that adds up to enough
electricity to power every household in
New York City, Boston, and Los Angeles.

Energy
CAN WE REALLY CLEAN
UP COAL’S ACT?
Researchers at the University of Utah and Alstom Power are using
computer models to help design and build a new kind of coalburning power plant—one that promises very low or no emissions.
The design burns pulverized coal using injected oxygen rather than
air. Flue gases are recycled back into the combustion chamber,
leaving little waste other than water and pure CO2, says Phillip J.
Smith, the professor who leads the research. Separating nitrogen
from the oxygen in the air is cheaper than capturing CO2 from
flue gases, and it prevents polluting nitrous oxide compounds from
forming. Smith and team have been modeling the swirling inferno
inside the combustion chamber of a scaled-down test plant built by
Alstom. The idea is to understand what’s going on inside the flames
well enough to predict the performance of the full-scale plant.
Smith’s team computes at Oak Ridge National Laboratory, among
other CASC member facilities.

GRIBBLES’ GUTS HOLD CLUES TO BIOFUELS
An enzyme produced by gribbles, tiny marine crustaceans, may hold a key to
creating biofuels from cheap and plentiful biomass waste, such as grass or wood chips.
Gribbles produce a unique enzyme that breaks down the tough cellulous fibers that
make up biomass, peeling off long chains of sugars necessary to the production of
biofuels. Researchers in the UK discovered the novel gribble enzyme several years
ago. To understand its exact mechanism, the scientists used molecular dynamics
simulations by Gregg Beckham of the U.S. Department of Energy’s National
Renewable Energy Laboratory (NREL). His simulations found the enzyme
atypically thrived in salty environs and didn’t require a lot of water to do its
work—both desirable characteristics for industrial-scale biofuel production.
Beckham performed his calculations at the National Institute for
Computational Sciences at the University of Tennessee, Knoxville.

THINNEST SOLAR CELLS EVER
Computer simulations are suggesting that
using a new kind of material could yield solar
cells 20 to 50 times thinner than the slimmest
available today. Using supercomputers at
the Department of Energy’s National Energy
Research Scientific Computing Center

(NERSC), researchers found a cell could be
made from a stack of two, one-moleculethick materials: graphene (a one-atom-thick
sheet of carbon atoms, shown in blue) and
molybdenum disulfide (with molybdenum
atoms shown in red and sulfur in yellow).
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A single layer isn’t very efficient, converting
only one to two percent of sunlight to
electricity. However, because the cells are
so thin, they can be stacked into several layers
and still be much smaller and lighter than
today’s photovoltaics.

Health
& Medicine

UNDERSTANDING
THE PROTEINS
BEHIND DEAFNESS
Hearing depends on fine and fragile protein
filaments, “tip links,” that conduct sound
vibrations to the inner ear. These tip links
are thought to be ruptured by loud sounds,
causing temporary hearing loss. Tip links
are also the target of mutations that cause

inherited deafness. As part of a research
team lead by Harvard Professors David
P. Corey and Rachelle Gaudet, Marcos
Sotomayor of The Ohio State University
simulated the process of tip link rupture at
the Texas Advanced Computing Center.

He also used these “molecular movies” to
explore the effects of deafness mutations on
tip-link dynamics. In the long term, this work
may help in developing strategies to protect
inner-ear function from loud sounds.

MAPPING CANCER HOTSPOTS

BETTER BRAIN TUMOR IMAGING
For patients with a glioma, surgeons need to
understand how aggressive the brain tumor
is to be able to plan for surgery, radiotherapy
or other treatment options. George Biros,
a professor of mechanical engineering and
computer science at The University of
Texas at Austin, is working with the Texas
Advanced Computing Center to improve
the quality of brain tumor imaging and help

surgeons make more informed decisions
about treatment options. With collaborator
Christos Davatzikos, of the University of
Pennsylvania School of Medicine, Biros
is creating new methods to quickly and
accurately assimilate MRI scans and other
imaging modalities, and then to combine
these images with biophysical models that
represent tumor growth. They’ve found that

Prostate cancer is a common and
widespread disease, but because we
don’t know enough about it, it’s hard
to decide how aggressively to treat
any particular case, if at all. That’s why
researchers are building a “statistical atlas”
of prostate cancer hotspots. Starting
with MRIs from confirmed cancer cases,
their software maps salient features
from diseased prostates onto a 3-D
model. The resulting atlas shows where

these math-driven biophysical tumor models
increase the accuracy and effectiveness of
the interpretation of images. This image
shows (left to right) an MRI image of a brain
tumor, probability maps of tumor infiltration,
and (last two) biophysical models of different
fidelities.

malignancies are statistically more likely to
occur. The atlas started with around 50
patients, but the more data added, the
more accurate it becomes. The eventual
goal of the research is to help clinicians
make better decisions about biopsies and
treatment, says lead researcher Mirabela
Rusu of the Center for Computational
Imaging and Personalized Diagnostics at
Case Western Reserve University.

THE QUEST FOR ADDICTION-FREE PAINKILLERS
Opioid drugs like morphine and codeine
are powerful painkillers, but they’re also
highly addictive and can be destructive to
the lives of people who come to depend
on them. In the long-standing search for a
non-addicting opioid painkiller, researchers
recently used computation to help identify
a promising new molecule. The team,
led by Marta Filizola, professor at the
Icahn School of Medicine at Mount Sinai,
screened 4.5 million potential candidates
using “docking” simulations. Docking
simulations test how strongly different drug
molecules are likely to bind to a given
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target, in this case, the kappa-opioid
receptor in the brain. Filizola’s team
was the first to perform an in silico (a
computerized simulation, vs. in vivo, using
live cells) search for agents that bind
to an opioid receptor, the structure of
which has only recently been discovered.
Researchers screened the top 500
candidates, narrowing the field to 22 for lab
testing. Of those, one stood out. The new
molecule isn’t likely to turn into the long
sought-after safe opioid, but researchers
hope it will help point the way to safer
painkillers.

CATCHING
HUNTINGTON’s
DISEASE
EARLY
University of Iowa
neuroscientists are using
high-performance computing
to study changes in the brains
of Huntington’s disease
patients—before they begin
to experience symptoms. The
hereditary disorder causes
widespread brain tissue

atrophy that interferes with
mobility, memory, speech,
and mood. Applying algorithms
to brain scans from 1,500
patients taken over a 10-year
period, researchers extract
measurements that quantify
disease progression, including
changes in volume, tissue

composition, structural size,
anatomical regions and cortical
depth. Researchers then look
at how changes in different
regions of the brain correlate
with psychiatric, behavioral, and
cognitive measures. The goal is
to find subtle brain changes and
intervene earlier, says
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Hans Johnson, a professor
at the University of Iowa
involved in the research.
There is no cure, but some
people respond to treatments
that slow the progression
of the disease.

Environment
& Natural Resources
GAUGING
GROUNDWATER FLOW
In South Florida, the Biscayne aquifer is
the sole source of drinking water for three
million people. Underlying 4,000 square
miles spanning three counties, the shallow
aquifer’s water flows to the sea through
porous limestone resembling a sponge. Being
shallow, it’s at risk of contamination. Because
it’s open to the ocean, it can draw in brackish

A BETTER
CARBON TRAP
Fossil fuels provide most of the world’s
electrical energy, but they also emit a lot
of carbon dioxide (CO2), a major driver of
climate change. The interplay of experiments
and computer simulations are helping
researchers design a better trap for CO2.
Brian Space, professor of chemistry at the
University of South Florida, led a team that
used supercomputers to simulate how a
particular family of materials, called metal
organic frameworks, are able to filter out
CO2. Using simulations, Space and his team
uncovered the molecular mechanism that
attracts CO2 to the materials, giving their lab
researcher colleagues the clues they need to
create better ones.

water when freshwater runs low. As part of
a wider effort to better use and safeguard this
critical resource, researchers from Florida
International University are modeling the
aquifer’s flow through “mega-porous” regions.
Using resources at the Texas Advanced
Computing Center at The University of Texas
at Austin, a study led by Sade Garcia found

that manual measurements were grossly
underestimating the porosity in these regions,
in some cases by a factor of one million.
Mega-porous regions are thought to be a
main driver in the flow of the Biscayne, so
knowing the correct permeability is crucial to
calculating water budgets.

ONE HOUR TWISTER WARNINGS

The researchers were then able to
experiment with different configurations of
metal organic frameworks, passing on the
most promising variations to experimentalists,
whose work fed back into the simulations.
With the help of CASC member centers
including the Pittsburgh Supercomputing
Center, San Diego Supercomputing Center,

and theTexas Advanced Computing Center,
the work identified structures not impeded
by water vapor, a limiting factor for earlier
materials. The image shows CO2 molecules
(gray and red) trapped in a metal organic
framework.

MAKING USE OF CO2

Imagine it were possible to remove carbon dioxide from a smokestack
and turn it into something useful. Alexie Kolpak, a professor of mechanical
engineering at the Massachusetts Institute of Technology, or MIT, is
exploring a class of nanomaterials that can capture CO2 from an exhaust
stream and convert it into cyclic carbonates, a useful and valuable product
for industry. In one state, the material captures CO2; in another state, it
releases the CO2 so it can react to form cyclic carbonates. These reactions
occur at the atomic level, beyond the reach of even the most powerful
microscopes, and can only be investigated through computer simulations,
which she’s carrying out at the Texas Advanced Computing Center at The
University of Texas at Austin.
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In May 2013, a tornado cut a
two-mile wide path through
the suburbs of Oklahoma City,
killing 24 and destroying two
grade schools. It could have
been worse. In the 1990s the
average lead time for tornado
warnings was only five minutes.
Today it’s 14. Researchers at
the University of Oklahoma
(OU) are simulating tornado
producing storms to help the
National Weather Service
reach its goal of warning

residents 30 minutes to an
hour before a storm. Professor
Amy McGovern leads a
team developing advanced
techniques for analyzing data
to discover how twisters move
in both space and time. The
team simulates hypothetical
storms to gain insight into their
behaviors. High-resolution,
3-D visualizations let them
examine the inner workings of
a storm. At the other end of
the spectrum, OU graduate

student Brittany Dahl is working
on low-resolution, but faster
running, models for forecasters.
The group draws on resources
of the Texas Advanced
Computing Center at The
University of Texas at Austin
and the National Institute for
Computational Sciences at
the University of Tennessee
Knoxville.

STORM SURGE WARNING
When a hurricane strikes, emergency
responders need information, fast.
During a storm, the Coastal Emergency
Risks Assessment interactive web
site system (CERA) presents five-day
forecasts and delivers storm surge
model results in near real-time every
six hours for the Gulf of Mexico and the
Atlantic Coast. In addition to forecasts
of wind speeds and storm surges, the
site shows emergency responders
potential hot spots of coastal inundation,
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suggesting where to conduct search
and rescue missions and where to stage
relief operations. The model can also
be used for damage assessments. CASC
members, University of North Carolina
Renaissance Computing Institute and
Louisiana State University’s Center
for Computation & Technology are
key partners in the endeavor, which
involves several state, local, and national
agencies.

Industry &
Innovation
TAKING THE DRAG OUT OF TRUCKING
Anyone who has ever fishtailed
down a windy highway dragging
a rented trailer will appreciate
this. An industry and academic
consortium is giving smaller
automotive suppliers access
to computerized aerodynamic
simulation and modeling. Major
truck and car manufacturers
have long used computational
fluid dynamics (CFD) to test

and improve vehicle designs,
reducing drag and increasing
fuel efficiency. However,
for smaller manufacturers
in niche markets—say the
builders of boat trailers or
campers—CFD is out of reach.
The Ohio Supercomputer
Center, the National Center
for Manufacturing Sciences,
TotalSim, SimaFore, and Nimbis

Services have collaborated to
produce a computational fluid
dynamics tool that’s simple to
use and accessible to smaller
shops. TAP (Truck Add-on
Predictor) lets these smaller
shops model the airflow over
a joint vehicle-trailer body and
the corresponding aerodynamic
forces generated on the trailer,
tow vehicle, and combination via

a web portal hosted by Nimbis
Services. By understanding the
forces on the various surfaces
of a trailer, designers and parts
suppliers can reduce the weight
of key structural components,
replace them with other
materials, or use novel shapes to
increase aerodynamic efficiency.

FOR BETTER CAR
BATTERIES, ADD BORON
Honda and Rice University are teaming up
to simulate lighter battery materials that can
help electric cars and hybrids go the distance.
Graphene, the one atom-thick wunderkind
of new materials, should make great Lithium
batteries, but there’s a problem: lithium
just won’t stick. A theory developed at Rice
University determined that a graphene/boron
compound would excel as an ultrathin anode
for lithium-ion batteries. The compound
would store far more energy than graphite
electrodes used in current batteries. Working
with theoretical physicist Boris Yakobson
of Rice University and using three scientific

computing centers, researchers calculated
that adding boron to a graphene anode
should do the trick. This boron/graphene
compound (carbyne) should be able to hold
a lot of lithium and perform at a proper
voltage for use in lithium-ion batteries. Their
simulations were carried out at Lawrence
Berkeley National Laboratory’s National
Energy Research Scientific Computing
Center (NERSC), the National Institute for
Computational Sciences at the University
of Tennessee, Knoxville, and on Rice
University’s DAVinCI supercomputing
cluster.

SAFER EXPLOSIVES TRANSPORT
In 2005, an overturned truck carrying seismic
testing explosives blasted a 40 foot-wide
crater in a Utah road. When University
of Utah researchers Chuck Wight and
Martin Berzins heard about it, they had to
investigate. They knew that the charges
should have exploded less violently and not
simultaneously. Wight and Berzins now lead a
group that models such accidental explosions
with an eye towards preventing them. One
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team member, Jacqueline Beckvermit, is
exploring whether there are safer ways of
transporting the explosives, such as changing
their packing, by modeling the fire and
explosion. The team has computed solutions
at the University of Utah Center for High
Performance Computing, Texas Advanced
Computing Center and the National Institute
for Computational Science at the University of
Tennessee, Knoxville.

SHIELDS TO MAXIMUM
When orbital junk hits a
spacecraft, the collision occurs
at ten times the velocity of a
bullet. If a craft’s shielding is
compromised, the results can
be disastrous. Researchers
at The University of Texas
at Austin have developed an
algorithm that simulates the
shock physics of orbital debris
striking the layers of Kevlar,
metal, and fiberglass that make
up a space vehicle’s outer
defenses. The results help

NASA design shielding that
can withstand hypervelocity
impacts. The team, lead by
Eric Fahrenthold, professor
of mechanical engineering
at the university, uses
supercomputers at the Texas
Advanced Computing Center
to run hundreds of simulations
to help predict how different
shielding will perform in
space. NASA tests shielding
by blasting it with projectiles
near the speed of space junk.

The results of these tests are
used to validate and fine tune
Fahrenthold’s models, which
can then be used for virtual
experiments. Computer
models offer the advantage
of capturing details of impacts
that can’t be imaged, even by
lasers. His models have also
been used to test different
weaves of Kevlar body armors
to determine their best
applications.

THE COLD HARD TRUTH ABOUT ICE
Wind power is moving north.
Northern latitudes are less
populated. They are windier in
winter, when power demand
is greatest and the denser
cold air is a bonus for wind
power, too. But there is a
problem: ice. Icy blades lower
turbine efficiency (by 3 to 10
percent, one study says). To

help develop “ice-phobic”
surfaces, Masako Yamada
of GE Global Research’s
Advanced Computing Lab
is studying how ice crystals
form, one molecule at a
time. Using supercomputers
at the Oak Ridge National
Laboratory, she is modeling, in
femto-second increments, ice

COMPUTER AIDED FACIAL RECONSTRUCTION
In forensic law enforcement, facial reconstruction from skeletal remains plays an important role
in identifying bodies. Xin Li, a professor at Louisiana State University, is using computer tools to
automate what is today a painstaking, slow, and relatively expensive manual process. Li’s team starts
by scanning and digitizing the skull or its pieces. Fragments are computer matched using a model skull
any gaps are reconstructed and filled in by the modeling software. The last step, adding muscle and
skin to create facial features, is the most complex and Li’s team is still working on it. In simple terms,
the team renders tissue (muscle, fat, and skin) virtually draping it over the surface of the skull which
helps inform the shape, size, and placement of facial features.
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forming in a droplet of water
about 50 nanometers wide. A
molecular-level understanding
of ice formation will help build
better materials that resist
icing up. In addition to wind
turbines, other cold weather
industries could benefit, like
offshore oil and gas drilling.

Matter &
The Universe
INSIDE A RAPIDLY SPINNING STAR
There’s more to our sun than meets the
eye, but without computer models, we’d
never see it. Plasma roiling beneath its surface
creates a dynamo that converts kinetic energy
into magnetic energy, building and rebuilding
the sun’s magnetic field. Sunspots that wax
and wane are evidence of this dynamo’s
existence, but despite more than a century of
astronomical study we still don’t know much
about it. Ben Brown of the University of
Wisconsin and Mark Miesch of the University

Corporation for Atmospheric Research
(UCAR) are changing that with detailed, 3-D
models that simulate solar and stellar dynamo
action. By modeling theoretical stars rotating
three to five times faster than the sun, the
team explores the complex coupling between
rotation, convection, and magnetism that
feed stellar magnetic fields. The visualization
of their work shown here was created at the
Texas Advanced Computing Center. Other
CASC contributors to their research include

Pittsburgh Supercomputing Center,
San Diego Supercomputing Center, the
National Center for Supercomputing
Applications at the University of Illinois at
Urbana-Champaign, and the National
Institute for Computational Sciences.

NUCLEAR PASTA
In the center of an exploding star, at a trillion times the density of lead,
atomic nuclei interact and fuse to form complex shapes known as “nuclear
pasta.” Nuclear pasta forms part of a neutron star, an object with the mass
of the sun but only the size of a city. These stars are the densest known
objects that can be formed before matter, as we know it, collapses into
a black hole. The simulated nuclear pasta here is equivalent to about
1/1000 of an atom’s size on a side and is based on a molecular dynamics
simulation created by Andre Schneider, an Indiana University researcher.
Infinitesimal as the cube is, it involves 51,200 protons and neutrons.
Schneider and colleagues are using large-scale computer simulations like
these to predict the properties of nuclear pasta, properties that may prove
important for understanding how neutron stars oscillate and how some
massive stars end their lives in giant explosions known as supernovae.
This simulation was computed on resources from National Institute for
Computational Sciences and Indiana University.
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UNIVERSE IN A BOX
The ultimate aim of all cosmology is to
understand our universe in its entirety,
not just the little corner we inhabit.
Unfortunately, you can’t just put a little
universe in a box and experiment with it.
Or can you? That’s virtually what Zarija
Lukic and his colleagues at Lawrence
Berkeley National Laboratory are doing.
Computing at the National Energy Research

Scientific Computing Center, Lukic is
simulating the evolution of the large-scale
structure of the universe. That would be
dark energy and dark matter (about 95
percent of everything), and the baryons that
flow into gravity wells to become galaxies,
stars, and eventually, us (the other five
percent). Of course you can hardly squeeze
even the bare bones of our universe into

11

one, cube-shaped simulation, let alone to
do it with detailed physics. You just need a
big enough chunk to know you’re getting it
right. How much is enough? That’s another
of his research questions. His largest
simulations to date run about 300 million
light years on a side.

Big Data
Taming the Bulls of Wall Street

DECODING THE OLDEST STORY IN THE UNIVERSE
The European Space Agency’s Planck space
telescope put the “big” in Big Data. To make
the most precise measurement yet of the
cosmic microwave background (CMB)—the
remnant radiation from the big bang—the
telescope’s 72 detectors gathered 10,000
data samples per second for four years. It was
shut off in October 2013, but researchers
will be analyzing the data it gathered for years
to come. With about a trillion observations
of a billion points on the sky, Planck’s raw
data can’t be calculated on directly. It’s

just too big for even our most powerful
supercomputers. Instead, researchers are
using some fancy mathematical footwork
to approximate the numbers. Those
estimations, however, could easily introduce
biases and errors into the data. It’s the job
of a team of researchers led by Julian Borrill
of Lawrence Berkeley National Laboratory
to clean those up. The researchers are
running suites of simulations of Planck data
at the National Energy Research Scientific
Computing Center. Aimed at quantifying

uncertainties and correcting biases in the
analysis of the real data, Borrill and team have
created 1,000 synthetic realizations of the first
15 months of Planck observations, each of
which is then analyzed just like the real data.
The resulting 250,000 maps of the Planck sky
has allowed researchers to calculate many
of the parameters of the early universe, give
or take three percent. And that’s just the first
data release. Borrill’s team continues running
simulations so that future data releases will
be even more accurate.

Understanding Human Language
The difference between “charging” a
battery and “charging” a client is easy for
people to understand. But for a computer,
distinguishing between the various meanings
of a word can be problematic. Linguists and
computer scientists have tried, mostly in
vain, to get computers to understand the
subtleties of language using rules codified
in software. Katrin Erk and Ray Mooney,
professors at The University of Texas at

Austin, are trying something new. Erk,
a linguist, uses computers at the Texas
Advanced Computing Center to mine vast
bodies of text, using the implicit connections
between words to create a weighted map
of relationships. By considering words in a
relational, non-fixed way, Erk draws from
emerging ideas about how the brain deals
with language and concepts in general.
Mooney, a computer science professor,
12

recently teamed up with Erk, combining her
dimensional space representation of word
meanings with a method of determining the
structure of sentences based on Markov
logic networks. The resulting creation
recently scored 85 percent (near the top of
the class) in a grand challenge test sponsored
by the Defense Advanced Research Projects
Administration (DARPA).

Fifteen years ago, the
main players in stock
trading were humans.
Today they are lightning
fast computers. Trades
made in fractions of seconds
might only make pennies, but traders
execute a dizzying volume. Mao Ye, a
professor at the University of Illinois,
Urbana-Champaign, leads a team of
researchers using resources at the
Pittsburgh Supercomputing Center and
the San Diego Supercomputing Center
to help analyze stock trade data. In one

study, the group processed 55 days of
NASDAQ trading data from 2010, about
15 terabytes. Looking for the ratio of
orders cancelled to orders executed,
Ye found evidence of a manipulative
practice called “quote stuffing.” Traders
place orders and then cancel within
microseconds with the aim of generating
congestion. In another study that
examined three data sets for 7,000
stocks over a two-year period, Ye’s
team found traders were flying under
the radar of competitors by dividing
large orders into “odd-lots,” trades of

A LIBRARY OF BRAIN SCANS
Brain researchers can now identify what you are looking at using only
functional Magnet Resonance Scans (fMRIs) of your brain. Action,
motivations and feelings, however, are subtler. That’s why Russell
Poldrack of The University of Texas at Austin and his collaborators have
created OpenfMRI, a web-based, supercomputer-powered workflow
that makes it easier for researchers to process, share, compare and
rapidly analyze brain scans from many different studies. Currently, the
project has 18 data sets, consisting of data from almost 350 human
subjects. Though it remains far smaller than what Poldrack believes is
needed to make big leaps in the neurological understanding of the brain,
OpenfMRI represents one of the largest collections of raw fMRI data in
the world. Using supercomputers at the Texas Advanced Computing
Center, Poldrack’s automated workflow first determines what parts
of the fMRI images represent brain tissue. Next, it computationally
reconstructs the 3-D surface of the brain based on structural images
and projects the data from the fMRI scans onto that surface. Finally, it
takes each subject’s brain and warps it to correspond to the average
brain so a researcher or doctor can ask, across a group of individuals,
which areas are turning on during a specific activity. The ultimate goal,
according to Poldrack, is to collect enough brain data to develop a
bottom-up perspective on brain function, one that’s not tied to
older notions of mental function or illness.

13
12

100 or less. Odd-lots weren’t recorded
so didn’t go into the day’s data. Oddlots, however, also drove stock prices,
accounting for 30 percent of “price
discovery”—the amount of price change
during a day of trading—Ye found,
which might skew investors’ views of the
market. In response to Ye’s studies, the
Financial Industry Regulatory Authority
changed the rules governing U.S. stock
exchanges and now requires odd-lot
trades to be recorded.

Outreach &
Education

SUMMER SCIENTISTS

OUTREACH
THROUGH ART

TECHNOLOGY
ADVENTURE

High school students get a chance to live the life of a scientist
each summer at the Eric Pitman Summer Workshop in
Computational Science hosted by the University at Buffalo’s
Center for Computational Research. By exposing kids to the
real work of science, this two-week annual event aims to
encourage high school students to enter the STEM disciplines
(science, technology, engineering and mathematics). Last
summer’s students learned to use the R programming
language to compute statistics, write functions, and model
and visualize data. Along the way, they visited working labs,
attended lectures and toured supercomputing facilities. Finally,
they were set loose to practice their new skills on a protein
crystallization data set. On the final day, students presented
their results to their instructors and families. The program
encourages students to consider the wide range of career
possibilities in the STEM disciplines, while preparing them to
think creatively, reason critically, and collaborate with others
to solve challenging problems.

Medical researchers at Rice University are
using art as a way to engage a general audience
in science, while showcasing the beauty and
organization of human cells. By integrating
microscopy, image analysis, an image database,
and modeling, researchers led by Rice professor
Amina Qutub are characterizing human vascular
cells to optimize their regenerative properties
The aim is to create treatments for conditions like
stroke, cancer, and neurodegenerative diseases,
like Alzheimer’s disease. “The Butterfly and the
Coneflower” was developed by artist Nancy C.
Qutub from endothelial cell images (cells that line
blood vessels) taken in the lab during the course
of experiments. This and other works using cell
images have been displayed at the Houston
Health Museum and the DAVinCI Visualization
Wall at Rice University.

High school students and teachers get a
chance to build and program their own
supercomputers at the LSU Center for
Computation & Technology’s Beowulf
Boot Camp. Working in small groups,
the participants build a “Beowulf class”
supercomputer from off-the-shelf components.
They connect several common computers
together to form a cluster and install software
that coordinates the processors to all work
on one problem. It’s this coordination that
puts the “super” in supercomputer, turning a
small network of computers into one parallel
processing machine. Next, participants develop
basic applications and learn how to carry out
simple programming exercises using Python
language. The five-day long educational
journey culminates with a tour of LSU’s
own supercomputer: SuperMike-II.
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ANNUAL OIL
AND GAS HPC
WORKSHOP

VIRTUAL WORLDS
TO EDUCATE AND
ENLIGHTEN

The Oil and Gas High Performance
Computing Workshop, hosted annually at
Rice University, explores the deepening
interface between computing and
information technology and the challenges
of workforce development in the oil and
gas industry. Hosted by the Ken Kennedy
Institute for Information Technology, the
event attracts an increasing number of
participants from industry, academia and
information technology: 350 people
attended in 2013. The workshop also
helps to fund post-graduate fellowships
for computational scientists working on
problems faced in fossil fuel exploration,
production, and use.

Visualize this: At Virginia Tech’s
Visionarium Lab, students and
researchers can walk into a bacteria cell
or complex protein structure, a new
architectural design, a historical town, or
even an insect—and watch its heart beat.
The center’s flagship immersive venue,
the VisCube, is a 3-D, multiperson,
room-sized, high-resolution environment
where students and their instructors can
be surrounded by and experience these
complex structures together. Part of the
Advanced Research Computing group,
the lab also works with scientists to
create and implement high-performance
visualization environments.
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Computing
& the Nobel
“Today the computer is just as important
a tool for chemists as the test tube.”
Alfred Nobel couldn’t have imagined the digital age when he
dreamed up his prizes in 1895. Yet, computation has since
become indispensable to science, and the Nobel Prizes increasingly
recognize the role computing plays in discovery.

“Today the computer is just as important a tool for chemists as
the test tube,” the prize committee wrote in its announcement.
“Simulations are so realistic that they predict the outcome of
traditional experiments.”

Two chemistry prizes, in 1998 and 2013, honored computational
advances directly. Other Nobel-winning endeavors, including
the discovery of dark matter and the Higgs boson, couldn’t have
happened without computation.

Computing has also become an indispensable tool in many
other fields.
The 2011 Prize in Physics went to Saul Perlmutter, who discovered
that the universe is expanding at an accelerating rate. He confirmed
his observational conclusions by running thousands of simulations
at the National Energy Research Scientific Computing Center
(NERSC) at Lawrence Berkeley National Laboratory. His discovery
spawned lines of inquiry into dark matter and dark energy.

In 1998 the chemistry prize was divided between Walter Kohn
and John A. Pople. Kohn was cited for his development of densityfunctional theory, which still plays a starring role in many modern
physics and chemistry simulations today. Pople created some
of the first computational methods to solve quantum chemistry
problems, later incorporating Kohn’s theory, which simplified how
computers solved quantum calculations.

Peter Higgs and Francois Englert were recognized for developing
the theory of what is now known as the Higgs field, which
gives elementary particles mass. But the particle that proves the
existence of the Higgs field, the Higgs boson, could never have
been discovered without computing. The Higgs’ signature decay
was found among the roughly 30 terabytes of data produced at the
Large Hadron Collider last year.

The 2013 Nobel Prize in Chemistry went to Martin Karplus,
Michael Levitt, and Arieh Warshel for developing multi-scale
computer models that now underpin those used in protein,
enzyme, and pharmaceutical research. The three developed
methods that make it possible to model large, complex molecules.
They did this by solving simpler Newtonian physics where a coarser
answer could suffice and quantum physics where Newtonian
physics weren’t accurate enough.

The international collaboration that uncovered the Higgs in that
sea of data was supported by the computing resources of many
CASC member institutions, including NERSC, California Institute
of Technology (Caltech), University of Florida, Purdue University,
University of Michigan, Michigan State University, University of
Illinois, University of Chicago, University of Nebraska, Boston
University, and the University of Wisconsin.

These 2013 Nobel Laureates have a long history using resources
at many CASC member sites; for example, Karplus has computed
at the National Energy Research Scientific Computing Center
(NERSC) for 15 years and Warshel currently uses HPC systems
at the San Diego Supercomputer Center to create simulations that
combine molecular dynamics and quantum mechanical calculations.

2014 CASC MEMBERSHIP
Arizona State University
Advanced Computing Center
Tempe, Arizona
Boston University
Center for Computational Science
Boston, Massachusetts
Brown University
Center for Computation and Visualization
Providence, Rhode Island
California Institute of Technology
Center for Advanced Computing Research
Pasadena, California
Carnegie-Mellon University &
University of Pittsburgh
Pittsburgh Supercomputing Center
Pittsburgh, Pennsylvania
Case Western Reserve University
Core Facility Advanced Research Computing
Cleveland, Ohio
City University of New York
High Performance Computing Center
Staten Island, New York
Clemson University
Computing and Information Technology (CCIT)
Clemson, South Carolina
Columbia University
Core Research Computing Facility
New York, New York
Cornell University
Center for Advanced Computing
Ithaca, New York
Florida State University
Department of Scientific Computing
Tallahassee, Florida
George Washington University
Institute for Massively Parallel Applications
Washington, District of Columbia
Georgia Institute of Technology
Atlanta, Georgia
Indiana University
Bloomington, Indiana
Johns Hopkins University
Baltimore, Maryland
Lawrence Berkeley National Laboratory
Berkeley, California
Louisiana State University Center for
Computation & Technology (CCT)
Baton Rouge, Louisiana
Michigan State University High Performance
Computing Center
East Lansing, Michigan
Mississippi State University High Performance
Computing Collaboratory (HPC2)
Mississippi State, Mississippi
Mount Sinai School of Medicine
New York, New York
National Center for Atmospheric Research (NCAR)
Boulder, Colorado

IN A NUTSHELL
NOBEL PRIZES RECOGNIZE THE ROLE OF COMPUTING IN RESEARCH
•
TWO NOBEL PRIZES AWARDED FOR COMPUTATIONAL SCIENCE BREAKTHROUGHS
•
HIGGS BOSON AND THE ACCELERATING UNIVERSE ENABLED BY COMPUTING
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New York University
New York, New York
North Dakota State University
Center for Computationally Assisted
Science & Technology
Fargo, North Dakota
Northwestern University
Evanston, Illinois
Oak Ridge National Laboratory (ORNL)
Center for Computational Sciences
Oak Ridge, Tennessee

Pacific Northwest National Laboratory (PNNL)
Richland, Washington
Princeton University
Princeton, New Jersey
Purdue University
West Lafayette, Indiana
Rensselaer Polytechnic Institute
Troy, New York
Rice University
Ken Kennedy Institute for Information Technology
(K2I)
Houston, Texas
Rutgers University
Discovery Informatics Institute (RDI2)
Piscataway, New Jersey
Stanford University
Stanford, California
Texas A&M University
Institute for Scientific Computation
College Station, Texas
Texas Tech University
High Performance Computating Center
Lubbock, Texas
The Ohio State University
Ohio Supercomputer Center (OSC)
Columbus, Ohio
The Pennsylvania State University
University Park, Pennsylvania
The University of Texas at Austin
Texas Advanced Computating Center (TACC)
Austin, Texas
University of Alaska Fairbanks
Arctic Region Supercomputing Center (ARSC)
Fairbanks, Alaska
University of Arkansas
High Performance Computing Center
Fayetteville, Arkansas
University at Buffalo, State University
of New York Center for Computational Research
Buffalo, New York

University of Kentucky
Center for Computational Sciences
Lexington, Kentucky
University of Louisville
Louisville, Kentucky
University of Maryland
College Park, Maryland
University of Miami
Miami, Florida
University of Michigan
Office of Research Cyberinfrastructure (ORCI)
Ann Arbor, Michigan
University of Nebraska
Omaha, Nebraska
University of Nevada, Las Vegas
National Supercomputing Center for Energy
and the Environment (NSCEE)
Las Vegas, Nevada
University of New Mexico
Center for Advanced Research Computing
Albuquerque, New Mexico
University of North Carolina at Chapel Hill
Renaissance Computing Institute (RENCI)
Chapel Hill, North Carolina
University of Notre Dame
Center for Research Computing
Notre Dame, Indiana
University of Oklahoma
Supercomputing Center for Education
and Research
Norman, Oklahoma
University of Pittsburgh
Center for Simulation and Modeling
Pittsburgh, Pennsylvania
University of South Florida
Research Computing
Tampa, Florida
University of Southern California
Information Sciences Institute
Marina del Rey, California

University of California, Los Angeles
Institute for Digital Research and Education
Los Angeles, California

University of Tennessee
National Institute for Computational Sciences
(NICS)
Knoxville, Tennessee

University of California, San Diego
San Diego Supercomputer Center (SDSC)
San Diego, California

University of Utah
Center for High Performance Computing
Salt Lake City, Utah

University of Chicago & Argonne National
Laboratory Computation Institute
Chicago, Illinois

University of Washington
Seattle, Washington

University of Colorado Boulder
Boulder, Colorado
University of Florida
Gainesville, Florida
University of Georgia
Advanced Computing Resource Center (GACRC)
Athens, Georgia
University of Hawaii
Honolulu, Hawaii
University of Houston Center for Advanced
Computing and Data Systems
Houston, Texas
University of Illinois at Urbana-Champaign
National Center for Supercomputing Applications
(NCSA)
Champaign, Illinois
University of Iowa
Iowa City, Iowa

University of Virginia
Alliance for Computational Science
and Engineering
Charlottesville, Virginia
University of Wisconsin-Madison
Madison, Wisconsin
University of Wisconsin-Milwaukee
Milwaukee, Wisconsin
University of Wyoming
Advanced Research Computing Center (ARCC)
Laramie, Wyoming
Virginia Tech University
Advanced Research Computing
Blacksburg, Virginia
West Virginia University
Morgantown, West Virginia
Yale University
New Haven, Connecticut

